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Language processing: What is it? L @ DFG 75 enenscn

"The cat did not see the moon because it did not open its eyes.”
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Language processing: What is it? L @ DFG 75 enenscn

"The cat did not see the moon because it was hidden behind a cloud”
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Language processing: What is it? L 0 ] 2 cf—

"The cat did not see the moon because it was hidden behind a cloud.”

|

The meaning of a single word depends on the whole sentence.
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Language processing: What is it?

Relations between words based on attention matrices:
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[SEP]
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[SEP]
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Source: exBERT [HSGI, model albert-base-vl, layer 11, head 2
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[SEP]
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A famous imaging example H 0 ] i ——

Original image: https://commons.wikimedia.org/wiki/File:Wikipe-tan_wearing_The_Dress_reduced.svg
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The meaning of a single patch depends on the whole image.
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LITerOTure HI__: @ DFG FDrfr\;ShCS:gsgememschaﬂ

e Transformer architecture:
A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez, L. Kaiser, and
. Polosukhin. Attention is all you need. 2017
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Overview of the transformer architecture R | o= —
Embedding and encoding

We consider the architecture from [Vas+171.

What is the day
after Monday?

Embedding

Xe RNX(Z

Encoder

!

7 c RNX(]
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Overview of the transformer architecture L @ DFG 75 enenscn
Embedding and encoding

We consider the architecture from [Vas+171.

What is the day Details on embedding:
after Monday?

‘ What is the day [whatllisll thell day] Embedding +

Embedding after Monday? [ ofter]ll Monlidayll 21| positional Encoding
X elI‘R\ ¥
|
Encoder Note: The embedding acts locally on each token.
Z ejﬁ%”'/
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Overview of the transformer architecture R | o= —
Embedding and encoding

We consider the architecture from [Vas+171.

What is the day Details on embedding:
after Monday?

‘ What is the day [whatllisll thell day]l | Embedding +
Embedding after Monday? [ after]l Monlldayll 2] positional Encoding
X € RVxd
Encoder Note: The embedding acts locally on each token.
P lﬁ%\ / What is the role of the encoder?
S ‘
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Overview of the transformer architecture el
Encoder-only perspective

We consider the architecture from [Vas+171.

What is the day

after Monday?
Embedding
Task-dependent
decoding architecture
X e ]R‘\ xd

Encoder

7 E R,\'xvl
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Overview of the transformer architecture R | o= —

Role of the encoder

We consider the architecture from [Vas+171.

What is the day
after Monday?
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Note: The embedding acts locally on each token.

What is the role of the encoder?

e Generate a suitable input representation for the
upcoming task.
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Role of the encoder

We consider the architecture from [Vas+171.
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Note: The embedding acts locally on each token.

What is the role of the encoder?

e Generate a suitable input representation for the
upcoming task.

¢ Heuristically: Let embedded vectors inferact with
each other to localize meaning.
~+ Self-attention layers.
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Self-Attention Layers
Discrete architecture

e Input X = [X;]V, € RVx4,
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Self-Attention Layers
Discrete architecture

e Input X = [X;]V, € RVx4,
e Parameters D, V € R%x¢
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Discrete architecture

e Input X = [X;]V, € RVx4,
e Parameters D, V € R%x¢
e Discrete layer Lp y : RV*4 — RNxd,

N
X;-DX;
ﬁD,V(X)i =X; + VMD(X)Z', with MD(X)Z — Z A(;XP( ])
j=1 > k=1 exp(X; - DXy)

K

fori=1,...,N.
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Self_ATTenTIOn LOyerS HI__: @ DFG FDoer‘;ESth:gsgemeinschaft
Discrete encoder architecture with normalization

e Mimic layer normalization: X = [X;]}¥, € SV, with sphere
S={recR?: |z =1}
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Discrete encoder architecture with normalization

e Mimic layer normalization: X = [X;]}¥, € SV, with sphere
S={recR?: |z =1}
e Projection P(z) = % for z € R\ {0}.

e
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Discrete encoder architecture with normalization

e Mimic layer normalization: X = [X;]}¥, € SV, with sphere
S={recR?: |z =1}
* Projection P(z) = y; for = € R%\{0}.

e Normalized layer Lp v : SV — SV ([Ges+25)),

Lpv(X)i=P(X;+ V Mp(X);)

fori=1,...,N.

August 21, 2026 Self-attention dynamics samira.kabri@desy.de 11/24



1 1 Deutsche
Self_ ATTenTIOn LOyers H _I DF Forschungsgemeinschaft

Discrete encoder architecture with normalization

Mimic layer normalization: X = [X;], € SV, with sphere
S={recR?: |z =1}
Projection P(z) = & for z € R%\{0}.

e

Normalized layer Lp v : SV — SV (IGes+25)),

Lpv(X)i=P(X;+ V Mp(X);)

fori=1,...,N.
Assume || V|| < 1 for well-definedness.
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Self-Attention Layers
Fixed points in finite dimensions

° If Lp v(X)= X we call X afixed point.
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Fixed points in finite dimensions

° If Lp v(X)= X we call X afixed point.
 Orthogonal complement of P at z € S for z € R¢:

Pr(z)=z2—(z-2)z.

x
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Fixed points in finite dimensions

° If Lp v(X)= X we call X afixed point.
 Orthogonal complement of P at z € S for z € R¢:

Pr(z)=z2—(z-2)z.
e Recadll | V]| < 1. X = [X;], is a fixed point if and only if
Py, (V Mp(X);) =0

foralli=1,...,N.
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Self-Attention Layers
Adaptation for measures

e Consider probability measure i € P(S). eg.

N

M:%Z‘SXI-'

i=1
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Self_ATTenTion Loyers HI__: DFG Ezfr\fh?v?gsgememschah
Adaptation for measures

e Consider probability measure i € P(S). eg.

| X
i=1
e Infinite-dimensional layer Lp v : P(S) — P(S).

Lp,v(u) = (Po(Id+V Mplu]))4,

with Mp[u] : S — R4,

exp(z - Dy)
/fsexp (z- Dz)du(z )yd,u(y).
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Fixed points in infinite dimensions

° If Lp v(p) = pwe call pafixed point.
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Fixed points in infinite dimensions

° If Lp v(p) = pwe call pafixed point.
e |f for u-almost any z € S it holds that

Py (V Mplul(z)) =0,

then w is a fixed point.
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Evolution of Measures



Evolution of measures L @ 0 ] e —
Motivation

Compose multiple self-attention layers with shared weights (like ALBERT [Lan+19])
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EVOlUTion Of MeOSureS HI__: DFG Eoertésrvc::gsgememschaﬂ
Continuity equation [Ges+25]

For a probability measure 1 € P(S) define the velocity field

Vp,v([ul(z) := Py (V Mplu)(z))
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EVOlUTion Of MeOSureS HI__: DFG Eoertésrvc::gsgememschaﬂ
Continuity equation [Ges+25]

For a probability measure 1 € P(S) define the velocity field
Vo, v[u)(2) := Py (V Mply)(z))
and study the continuity equation

Ot + diV(VD7v[pL]pL) =0 on[0,7T] xS,
Kjt=0 = o ONS.
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EVO|UTion Of MeOSureS HI__: @ DFG E;rtéshcb:gsgememschaﬂ
Interaction Energy

For D symmetric and V = +D: Stationary states are critical points of the inferaction
energy

&0 += | [ exp (e Dy dn(a)dn(y),
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energy
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~Self-attention dynamics as gradient flow [Ges+24; Bur+25]
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Evolution of Measures L 0 ] e —
Interaction Energy

For D symmetric and V' = +D: Stationary states are critical point
energy

E(p) = Léexp(%Dy) dp(z)du(y).

~Self-attention dynamics as gradient flow [Ges+24; Bur+25]
lukas.weigand@desy.de
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Stationary States
Attraction — Maximizers

D

=1Id
2.0
15
&
10
0.5
v
< 0.0
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Stationary States
Attraction — Maximizers

D=1Id

2.0

Z3

4

=1

0.0
§,foranyz €S
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Interaction Energy L @ 0 | 2 cf—
Attraction — Minimizers

D indefinite or negative (semi-)definite

L ee—
0.00 025 050 0.75 1.00
0. €igenvector of smallest eigenvalue
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Interaction Energy
Attraction — Minimizers

D indefinite or negative (semi-)definite

[ ee—
0.00 025 050 0.75 1.00
3. €igenvector of smallest eigenvalue
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D positive semi-definite

z3

e

<1

0.2 04 06 08 10
any measure concentrated on N (D)
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Interaction Energy
Repulsion — Minimizers

D=1d

Z3

=1

[
0.0 0.5 1.0 L5 2.0
uniform distribution
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Interaction Energy
Repulsion — Minimizers

D=1d

z3

uniform distribution

August 21, 2026 | Self-attention dynamics

T | DF Deutsche
H _I Forschungsgemeinschaft

D positive definite (ongoing work!)

<1

0.4 0.6 0.8 Lo
& strictly convex
~-uniqueness, symmetry [BMV22]
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Interaction Energy
Repulsion — Maximizers

D=-1d

Ll

1/2(6, +6_,) forany z € S
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Repulsion — Maximizers

D=-1d D negative (semi-)definite

0.0
—05
& oo
—15
Y —2.0
2

1/2(6. +5_.) forany z € S 1/2(0z, + 0-2,,,). €igenvector of smallest
eigenvalue

—4.0
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Interaction Energy L 0 ] e —
D=-1d D negative (semi-)definite

T - 1—0.5 T
Anisotfropic interaction can restrict stationary states,
long-time behavior might depend less on initial configuration.

o ) / ®
/ §—3.5
. i 2.0 R b |
4 . \

1/2(6, ;

Zmin

+d_,,..). eigenvector of smallest

1/2(6,+0_,) forany z € S sigenvalue
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In this falk:
e Transformer architecture with self-attention layers and layer normalization [Vas+17]

e Adaptation to probability measures [Cal+25] and fime-continuous evolution of
measures [San+22; Ges+25]

¢ Long-time behavior and energy optimization: Optimizers depend on interaction
martrix [Bur+25]
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In this falk:
e Transformer architecture with self-attention layers and layer normalization [Vas+17]

e Adaptation to probability measures [Cal+25] and fime-continuous evolution of
measures [San+22; Ges+25]

¢ Long-time behavior and energy optimization: Optimizers depend on interaction
martrix [Bur+25]

A big open question: Practical implications?
Future work in this regard:
e Meta-stability for anisotropic interaction (isotropic in [Ges+24])

e Spectral proof techniques for D = 1d: Transferable to general D? ([PS25; SS26],
Anna Shalova, Uni Amsterdam)
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